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Generating High-Resolution Facial Images through Face Hallucination 
Techniques Using Deep Learning Models 

Abstract: In recent years, the science of computer vision has seen a significant 
increase in researchers interested in studying facial hallucinations. This endeavour 
continues to be one of the most difficult to do because of the intricate and delicate 
structure of the human face. In this paper, an End-to-end Generative Adversarial 
Network for Face Hallucination based on extending ESRGAN method is proposed. The 
propsed model uses Residual in Residual Dense Block (RRDBNet) in its generator to 
improve performance compared to ESRGAN benchmark model. The Generator 
creates visually appealing hallucinated face pictures. At the same time, the enhanced 
discriminator assesses the degree of realism in the input images. During the training 
phase, the mbileNet model can extract features. The suggested model will be able to 
conceive face representations that are perceptually credible because it will be able to 
have an advantage over ongoing competitive learning. Extensive studies conducted 
on huge face datasets demonstrate that the introduced method performs noticeably 
better than existing methods considered to be state-of-the-art. 

Face Hallucination (FH), sometimes known as Face Super-Resolution (FSR), is a 
specialized image Super-Resolution (SR) challenge. This issue pertains to generating 
High-Resolution (HR) facial photographs from their Low-Resolution (LR) equivalents. 
Face analysis is a crucial activity, significantly beneficial for computer vision 
applications like face surveillance [32] and recognition [21]. This work is of significant 
relevance. Face hallucination, however, presents an ill-posed inverse problem that is 
extremely challenging to resolve, as the low-resolution image may correspond to 
several high-resolution candidate pictures and has forfeited numerous critical face 
traits and components. The studies [3, 23, 24] numerous distinct face hallucination 
methodologies have been proposed to generate high-quality facial images. These 
approaches may be categorized into two types: classical and deep learning-based. 
A multitude of traditional methods have been proposed to tackle the issues of face 
hallucination. The studies [2, 15, 20] introduced the image pyramid model in their 
presentation, which can reconstruct high-frequency features of low-resolution facial 
images. This approach was developed to identify the best correlation between low-
resolution and high-resolution patches. Wang and Tang [15] employed an eigen-
transformation to establish a linear mapping between the low-resolution and high-
resolution face subspaces. Yang, et al. [20] integrated facial priors to extract facial 
information from high-resolution picture components. They accomplished this by 
postulating a correlation among specific face elements. 
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Numerous deep learning algorithms have recently emerged, achieving state-of-the-
art performance [4, 10, 30, 31]. Dong, et al. [4] pioneered a deep learning-based 
super-resolution method known as SRCNN. This approach directly learns an end-
to-end mapping between high-resolution images and low-resolution images. Zou et 
al. [10] reported a distinctive bi-channel convolutional network for generating face 
images derived from nature. Zhu, et al. [31] introduced the Cascaded Bi-Networks 
(CBN), including two sub-networks optimized alternatingly. The sub-networks 
comprised facial hallucination and dense correspondence field estimation. 
To optimize the hallucination process, the approaches above employ reconstruction loss, 
such as L1 or L2, frequently leading to the generation of excessively smoothed 
hallucinated pictures. This occurs despite these models achieving a superior Peak Signal-
to-Noise Ratio (PSNR) score [18]. To address this issue, many models utilizing Generative 
Adversarial Networks (GAN) have been proposed [3, 12, 23, 25]. Research has shown that 
GAN-based models with robust constraint losses may generate visually realistic high-
resolution images [28]. The work [12] extended GAN into the domain of super-resolution 
(SR) and proposed an effective method termed SRGAN. This approach employed both an 
antagonistic loss and a perceptual loss. Following the SRGAN, Wang, et al. [17] introduced 
the ESRGAN by presenting an innovative generator architecture and utilizing enhanced 
perceptual loss attributes. MTDN, founded on GAN, was introduced by Yu, et al. [27]. 
Nonetheless, when the input resolution is exceedingly low, it fails to restore high-quality 
face images, leading to indistinct patterns with significant aberrations. 
The GAN-based face hallucination models discussed before are susceptible to model 
collapse [3, 12, 17, 26], which leads to ghost artefacts in the hallucination results. This 
is especially true when the input picture resolution is very low. By incorporating the 
ESRGAN network and the MobileNet model, we present a unique hybrid GAN-based 
technique called end-to-end generative competitive face hallucination. This method 
is intended to solve the issue that has been brought to our attention. The primary 
contributions of this work may be broken down into three categories: 
1. The approach that we have presented is capable of transforming a tiny unaligned 

low-resolution (LR) face picture, which is 64x64 pixels, into a hallucination (HF) 
face image, which is 256×256 pixels while increasing the super-zoom factor by 8×. 

2. Our proposal is called Residual in Residual Dense Block (RRDBNet). It is designed 
to improve the flow of features via the Generator, solve the problem of gradient 
disappearance, and provide the hallucination process with hierarchical data. 

3. The use of inverse procedures in the Generator, which increases the image's 
dimensions, was accomplished with the help of ConvTranspose2D. 

4. Self-Attention Layers: Added after every 5th RRDB block in the Generator and 
after the second convolutional block in the discriminator. 

5. Intermediate Feature Fusion: Introduced a feature fusion layer to combine 
different hierarchical features in the Generator. 

6. PixelShuffle and MobileNetV2: Replacing traditional upsampling layers with 
PixelShuffle and MobileNetV2 Inverted Residual Blocks. 

7. Discriminator Refinement: Includes ResNet-style residual blocks with added self-
attention for enhanced feature learning 

Collaborative auto-encoders, deep convolutional neural networks (CNNs), and 
deconvolutional networks were some of the pioneering deep architectures developed to 
tackle the single image super-resolution (SISR) [4]. Exploring a cascade end-to-end 



 

 

architecture using a sparse coding-based paradigm was pioneering [19]. The sparse 
coding-based network employed the bicubic-upscaled low-resolution image in the 
cascade, utilizing identical scaling factors. Three cascades have been proposed using 
scale x1, scale xs, and scale xs^2. This strategy is assigned the progressive multiscale 
design idea in following years. The ProGanSR model was proposed by Wang, et al. [17] 
to attain photorealistic results. These authors demonstrated that GAN models may be 
scaled to substantial upsampling factors (scale x8) while concurrently improving 
reconstruction quality across all upsampling factors. The input from the previous level 
was consecutively upsampled by a factor of two at the intermediate levels. We 
constructed an asymmetric pyramid with many levels at the base to facilitate data 
transmission across the network. In many studies [1, 11], the principle of Laplacian 
pyramids is employed when each level is trained to predict the residual between a 
straightforward upscale of the preceding level and the desired output. Another study 
focuses is identifying approaches to prevent GAN-based techniques from altering 
super-resolution images to enhance their visual appeal beyond reality. Hui, et al. [6] 
proposed a perceptually orientated progressive network with three modules focused on 
content, structure, and photo-realism to attain super-resolution. 
A subfield of the SR domain, progressive face super-resolution, is employed for face 
image reconstruction. The foremost challenge facing the SISR problem is restoring 
essential facial features without deformation. Nevertheless, GAN-based models 
generating 8-megapixel super-resolved face images are intrinsically susceptible to 
including erroneous characteristics. Using facial landmarks alongside progressive 
training, facial attention loss, and the distillation of face alignment networks enabled 
the generation of super-resolution facial images Kim, et al. [9] that preserved all facial 
characteristics. The difficulty of generating a credible high-resolution facial illusion 
from a concealed thumbnail was examined by Zhang, et al. [29]. The multi-stage 
progressive upsampling and inpainting GAN (Pro-UIGAN) was trained on occluded 
and diminutive facial images with a resolution of 16x16 pixels, which were then 
upscaled to 8 times their original size. Pro-UIGAN's multi-stage progressive 
hallucination process included Pro-UInet, which produced heatmaps of facial 
landmarks; Local-D and Global-D, which augmented the photorealism of the 
hallucinated faces; and ultimately, Pro-UInet. Liu, et al. [13] proposed a cascaded 
recurrent convolutional network that utilizes progressive upsampling. Two 
limitations of recursive learning are the challenges of acquiring long-term context 
dependencies and the issues of vanishing or exploding gradients. 

In the multi-stage progressive deconvolution technique, the fine-tuning process is 
carried out in stages, progressing from coarse to fine-grained outcomes for each stage. 
Occlusions and face position can hinder the progress of these processes, which are 
dependent on the eventual objective of recognizing or improving the LR picture. A 
further advantage is that sophisticated mapping from LR picture to SR image is 
simpler in stages (Figure 1). The approach that has been developed makes use of an 
architecture that is based on deep learning and incorporates RRDBNet as a generator. 
This Generator comprises 23 residual dense blocks (RRDBs) and a multi-layer 
discriminator. Super-resolution tasks employ MobileNetV2-based perceptron loss, 
with the primary focus being on the extraction of features in an effective manner and 
the enhancement of picture quality. A description of the procedures involved in 
putting the suggested system into action is provided in this part. We also discuss the 



 

 

training mechanism and the algorithm that has been developed. 

Network Architecture 
ConvTranspose2D 

In this study, ConvTranspose2D was employed, and in the case of the Generator, it 
serves the purpose of increasing the resolution of low-resolution images into high-
resolution images. It is quite effective in enhancing image resolution and recovering 
crucial details by learning spatial correlations and performing backward convolution 
[5]. It can be formulated as: 

O=(I−1)×S+K−2P+ 𝑂=𝑂𝑝𝑎𝑑 (1) 

Where I is the input size (height/width), S is the stride, K is the kernel size, P is the 
padding, 𝑂𝑝𝑎𝑑 is any additional output padding (optional). 

Generator (RRDBNet) 

Initial ConvTranspose2D (conv_first): The first part of the Generator is a single 
ConvTranspose2D layer that processes the low-resolution input image, turning it 
into feature maps. It can be seen as a "pre-processing" layer to extract basic features 
from the LR image. It can be formulated as: 

y = Conv2D (x;W,b) = W ∗ x + b (2) 

Where W are the learnable weights (filters), b is the bias term, x is the input image 
(or feature map), ∗ represents convolution, and y is the output feature map. RRDB 
Trunk (Residual in Residual Dense Block): This part of the network forms the core of the 
RRDBNet architecture. It consists of 23 RRDB blocks. Each RRDB block contains 3 
Residual Dense Blocks (RDBs), and each RDB has multiple ConvTranspose2D layers 
inside. Each RDB is a composition of 5 ConvTranspose2D layers, and skip connections 
exist between them. This structure aims to learn increasingly complex features by 
combining the benefits of residual learning and dense connections, improving gradient 
flow and feature reuse. It can be formulated as: 

y = F (x,W) + x (3) 

Where F (x, W) is a function that applies several convolutions and activations 
(typically LeakyReLU) to the input x, with Was weights, x is the input feature map. 
Dense Block: Each ConvTranspose2D layer within an RDB takes inputs from all 
preceding layers, forming a densely connected architecture. This helps extract 
hierarchical features from the LR image. Every dense block has residual connections 
to aid in learning deeper features. It can be expressed as follows: 

Xl + 1 = Hl ([x0, x1,…,xl]) (4) 

Where Hl is the convolution applied to the concatenated input, [x0,x1,…, xl] 
represents the concatenation of all previous layer outputs. Residual-in-Residual: 
The RRDB block combines residual blocks with smaller dense blocks inside. This 



 

 

allows the network to learn more robust representations without facing vanishing 
gradients. It can be expressed as follows: 

y = FRRDB (x) + x (5) 

Where FRRDB(x) represents the stacked operations of multiple residual dense blocks. 
Trunk Conv Layer (trunk_conv): After passing through the 23 RRDB blocks, the 
feature map is processed by this ConvTranspose2D layer to integrate the information 
learned by the RRDB blocks. Upsampling Layers (upconv1 and upconv2): The next 
step is upsampling the feature maps to match the desired output size. Here, two 
ConvTranspose2D layers are used to increase the spatial resolution of the feature 
maps. Each of these ConvTranspose2D layers is followed by pixel shuffle upsampling 
operations that upscale the image by a factor of 2. It can be formulated as: 

y= PixelShuffle (x,r) (6) 

Where r is the upsampling ratio. Final Conv Layers: After upsampling, the Generator 
processes the upscaled image through two more ConvTranspose2D layers (HRconv 
and conv_last) to create the final high-resolution image. It can be formulated as: 

𝐼𝑆𝑅=Generator(𝐼𝐿𝑅=;θg) (7) 

Where ILRI is the low-resolution input image, ISRI is the super-resolved output 
image, and θg represents the Generator's learnable parameters (weights). 

Discriminator 

Discriminator Blocks: The discriminator uses four blocks, each containing two 
Conv2D layers followed by LeakyReLU activation and a downsampling (striding) 
operation. Each block doubles the number of features (Figure 2) channels while 
reducing the spatial resolution by downsampling. Block 1:Conv2D: Filters = 64, 
Kernel Size = 3x3. Striding reduces the spatial resolution of the feature maps. 
LeakyReLU activation adds non-linearity while avoiding the vanishing gradient 
problem (due to its small negative. 

 
Figure 1: The Architecture Of Our Generating High-Resolution Facial Images 

Through Face Hallucination Techniques Using Hybrid Model (ESRGAN With 
Mobilenetv2). 𝑰𝑯𝑹 And 𝑰𝑳𝑹 Denote HR And LR Face Image Respectively. (Rrdbnet) 
Represents Module Residual In Residual Dense Block. Tr. Represents Convtranspose2d. 



 

 

slope) 
Block 2 to Block 4: The number of filters doubles after each block (e.g., 128, 256, 
and 512 filters, respectively). This gradually increases the network's ability to 
recognize finer details while compressing the spatial dimensions of the image. Final 
Conv2D Layer: After passing through the discriminator blocks, the final Conv2D 
layer acts as the output layer, producing a single scalar value representing the 
likelihood that the input image is real or generated. The final Equation for the 
discriminator can be formulated as follows: 

D(I)=σ(f(I;θd)) (8) 

Where I is the input image (either real high-resolution or generated super-resolution), 
θd is the learnable parameters of the discriminator, f(I;θd) represents the operations 
applied by the discriminator, σ is the sigmoid function outputting a probability. 

Loss Function (Perceptual loss) 

Perceptual loss, often used in super-resolution and image generation tasks, is 
computed by comparing high-level feature representations from a pre-trained 
neural network rather than pixel-wise differences. MobileNetV2, with its 
lightweight architecture and inverted residuals, is particularly efficient for such 
tasks. By extracting feature maps from its intermediate layers, perceptual loss 
measures the difference between generated and reference images at various 
abstraction levels. This loss can be formulated as: 

𝐿𝑝𝑒𝑟𝑐𝑒𝑝𝑡𝑢𝑎𝑙= ∑
𝑖=1

𝑁
 λi⋅∥ϕi (𝐼𝑆𝑅) −ϕi (𝐼𝐻𝑅) ∥2

2
 (9) 

where ϕi(I) represents the feature map from the i-th layer and 𝐼𝑆𝑅 and 𝐼𝐻𝑅 IHR are 
the super-resolution and high-resolution images, respectively [7]. MobileNetV2's 
bottleneck layers capture important image details with minimal computational cost, 
making it ideal for real-time applications [14]. Compared to traditional L1 or L2 loss, 
perceptual loss results in visually superior images by preserving structural details 
and textures [28]. Thus, integrating perceptual loss with MobileNetV2 improves. 
image quality and ensures the generated outputs align more closely with human 
visual perception. 

Implementation Details 

The implementation of the proposed system consists of two primary components: the 
Generator and the Discriminator. These components are part of a Generative 
Adversarial Network (GAN), where the Generator is responsible for generating 
synthetic images and the Discriminator is tasked with distinguishing between real and 
fake images. Both networks are carefully designed to improve their image synthesis 
and classification performance. Below is a detailed description of both architectures 
(Figure 1). The prompt explains that the Generator aims to take a randomized noise 
input and generate realistic, clean images. It consists of several transposed 
convolutions (‘decoding’ or upsampling) where the encoder output is upsaid to the 
required image resolution with the help of a few layers of filters. The primary 
architecture begins with a ConvTranspose2D layer with an input latent vector of 100 
dimensions and generates an output with 512 channels. In this case, for the 4x4 



 

 

kernel, stride 1, no padding is applied, followed by the Cluster layer, which helps 
smooth the training process and prevents the network from diverging. The output 
from this layer is activated with a ReLU to enhance the degree of non-linearity in the 
interconnections and advance gradient descent in a backward direction. 
The next step regarding image generation operations involves a ConvTranspose2D of 
256 filters kernel size of 4, stride 2 and padding 1. This extends the feature map, after 
which Batc h normalization and another Relu follow. Then, a ConvTranspose2D of 
128 filters was applied followed by Batch Normalization and ReLU and the same 
kernel size first gradig was used. This layer continues down scaling the images and 
starts rehabilitating features of the images. In the generation phase, the 
ConvTranspose2D layer specification ‘Image of 64 filters is similar to that features 
of the other layer. Each of them is accus. Thus, the Generator ends with a 
ConvTranspose2D layer. It reduces the feature map to 3 channels with four filters 
and a 2-stride, 1-padding, where American flag is decreased. That is, for its multi-
stage nature, using the network, the Generator can produce plain high-quality, high-
resolution image of a latent noise vector. Thank you.’ continues. The discriminator 
distinguishes between actual images generated (fake) and real images. So it accepts 
256 x 256 x 3 RGB image as input. Growth and abilities training start from Conv2D 
layer with 64 filters, 3x3 kernels, and stride 1 which was Leaky ReLU activated slope 
0.2 that followed. The leaky property of this activation function increases the ability 
to propagate small negative gradients back enabling small negative resolvers 
preventing vanishing gradients.  
The second convolutional block is made up of a Conv2D layer that has 64 filters and 
applies both 3×3 kernels and a stride of 2, decreasing the spatial image size and 
increasing the number of features simultaneously. After this block, batch 
normalization is performed to enhance stability during training, and another 
LeakyReLU activation function is used. In the third convolutional block, the filter’s size 
is up to 128 as a Conv2D layer applies the same kernel size and stride. Batch 
Normalization and LeakyReLU activation follow. The fourth convolutional block 
includes 128 filters and contains Batch Normalization and LeakyReLU activation. 
Then, a Self-Attention Layer is included. This layer helps the Discriminator which 
helps the network capture essential dependencies between distant pixels in an image 
by strategically attending to different image regions. This Self-Attention layer is helpful 
to the Discriminator because it can Look at more global image attributes and not only 
isolated patches when trying to tell the difference between real and fake images. 
After the Self-Attention layer, the next stage of the structure follows with Conv2D 
having 256 filters, ‘kernel size 3, stride 1’, then batch normalization and activation 
LeakyReLU. Proceeding, we apply a similar Conv2D block with 256 filters but with a 
stride equal to 2, further decreasing the spatial dimensions while retaining deep 
feature representation. The feature map is reshaped to a single-dimension vector after 
the convolutional layers and then sent into a dense fully connected layer carrying 1024 
units. This dense layer also applies LeakyReLU as the activation function that involves 
nonlinearities, and hence, interaction of features is learnt. At last, the final layer has a 
single neuron with Sigmoid activation function producing the outcome based on the 
binary classification of the input image, whether fake or real. 
As a result, several improvements were made to the system to make its operation more 
efficient and reliable. Regarding the Generator, additional ConvTranspose2D layers 
were optimally incorporated into the architecture to allow the input to be gradually 
Upsampled to a high resolution while avoiding the loss of preserved Fine details. Also, 
after each layer, batch Normalization and ReLU activations are used to maintain 
stable gradient flow and fast convergence rate during training. At the same time, new 



 

 

blending layers or more recently, Conv2D layers were added to the Discriminator so 
that the network could learn deeper features. A self-attention layer is an extra 
advantage to the discriminator as it helps emphasize important global features in the 
image, leading to better discrimination between real and generated images. 
The Adam optimizer is used for training with a learning rate of 0.0002, β1=0.9, and 
β2=0.999. The Generator’s loss function includes GAN loss, content loss, and pixel loss. 
In contrast, the discriminator loss is computed from real and fake predictions. Each 
epoch updates the weights of both models, and key metrics like PSNR (Peak Signal-
to-Noise Ratio) and SSIM (Structural Similarity Index). The training data is fed in 
batches of size 16, and losses are visualized throughout the training process. 

Algorithm1: control of loss in images 

Input: the image reconstructed 𝐼𝑆𝑅, the input image with high-resolution 𝐼𝐻𝑅, the value of 𝜇 , 
values of i, j of 𝜑𝑖,j and 𝑚, 𝑛 of 𝛽𝑚,𝑛 

Output: the loss value 
Step1: initialization 

Step2: loading mobileNetV2, it is possible to work with pre-trained networks 
Step 3: cut a patch of mobileNetV2 network corresponding to i,j. 
Step 4: cut a patch of the ResNet network corresponding to m,n. 

Step5: call Algorithm2 
End 

Algorithm1: control of loss in images 
Input: mobileNetV2 

Output: loss of mobileNetV2 
Step1: extract the 𝐼𝑠𝑟 patch features from mobileNetV2 
Step2: extract the 𝐼ℎ𝑟 patch features from mobileNetV2 

Step3: calculate the Manhattan distance between Step1 and Step2 
Step4: extract the 𝐼𝑠𝑟 patch features from ResNet 
Step5: extract the 𝐼ℎ𝑟 patch features from ResNet 

Step6: calculate the Manhattan distance between Step4 and Step5 
Step7: find the ratio between the two losses where R=step3 result/step6 result 

Step8: find a predictive function for the relation between two losses in step 7 and result in a 
correction constant. 

Step 9: find the total loss. 

Figure 2: Demonstration of the Pseudo-Code for the Implementation of the 
Proposed System. 

Experiments 

In this section, we will describe the dataset that was utilized in this investigation, as 
well as an evaluation of the suggested method in comparison to the most advanced 
techniques for super-resolution and face hallucination for various input resolutions 
on numerous face databases that have been utilized. Additionally, typical SR 
measurements such as PSNR, SSIM, Average Generator loss and Average 
Discriminator loss are included in the report of results, which includes both 
qualitative and quantitative findings. 

Dataset 

Every experiment uses a scaling factor ×4 between the long-range and high-
resolution photos. The Flickr Faces HQ Dataset (FFHQ) is used to experiment with 
the models [8]. A total of 1000 photographs were selected for this study by 
employing this dataset. The database is divided into three subsets per the 
established procedure: the training set, which comprises 800 photos; the validation 
set, which comprises 100 images; and the test set, which comprises 100 images. The 



 

 

training set is employed to train our model, and the validation set is employed to 
verify our conclusions during the training phase. The test set is employed to evaluate 
the efficacy of the SR during the testing phase. The quantitative metrics for super-
resolution are the standard image quality measurements, including PSNR and 
SSIM. PSNR [14] is calculated on the luminance channel, and the SSIM [18] is 
calculated using the three RGB channels. 

Comparison 

Our proposed hybrid model involving Enhanced Super Resolution Generative 
Adversarial Network (ESRGAN) with MobileNet shows improvement in super-
resolving facial images from low-resolution faces compared to other super-resolution 
(SR) and face hallucination techniques (Figure 3). The ability of the model to enhance 
a facial image by 8 times ( from 64x64 pixels to 256x256 pixels) without losing the 
perceptual quality and structure has not been achieved before in the field of computer 
vision. This is because our model leverages Residual in Residual Perspective Block 
(RRDBNet) using better AI self-attention as a refined discriminator and using the 
inverted residual blocks of MobileNetV2 as a feature extractor, therefore beating 
previous models, e.g. Bicubic interpolation [16], VDSR [10], CBN [31], SRGAN [12], 
FSRFC [22], TDN [24] as proved by quantitative peak signal to noise ratio (PSNR) 
and structural similarity index measure (SSIM) results (Tables 1 and Table 2). 

 

 

 

 
Figure 3: Changing Face Resolution from Low to High During Learning Procedure. 



 

 

First, the outcomes demonstrate that our hybrid ESRGAN-MobileNet model achieves 
the best PSNR and SSIM values against the Bicubic interpolation [16], a basic and old-
fashioned technique for SR tasks. It is hard to obtain human faces with complex 
structures for conventional interpolation techniques like the bicubic map, which has 
a PSNR of 22.90 and SSIM of 0.65. This method also showed a considerable gap when 
estimating high-frequency information, which is undesirable for close-up images, 
such as facial or hair details. In contrast, our model achieved promising PSNR scores 
of 26.83 and SSIM scores of 0.8108, which was a significant achievement. This was 
because, in the generator of our model, we incorporated RRDBNet, which allowed 
stacking a great number of residual blocks, resulting in the model capturing fine 
details about the complexity of a human face, which normally gets lost in a bicubic 
interpolation. 

Table 1: Performance Metrics Across Epochs for Psnr and Ssim and Average Loss 
Values. 

Epoch PSNR SSIM 
Average 

Generator loss 
Average 

Discriminator loss 
25 26.57 0.7966 0.1343 0.5997 
50 27.14 0.8193 0.0829 0.5227 
75 26.21 0.8179 0.0647 0.5830 

100 26.83 0.8108 0.0594 0.5219 

Table 2 : Comparison of Super-Resolution Methods Based on PSNR and SSIM Metrics. 

Method Bicubic [16] VDSR [10] CBN [31] SRGAN [12] FSRFC [22] 
TDN 
[24] 

Ours 

PSNR 22.90 19.58 18.77 20.64 23.14 22.66 26.83 
SSIM 0.65 0.57 0.54 0.62 0.68 0.66 0.8108 

Our model fared significantly better when pitted against the best, VDSR (Very Deep 
Super-Resolution) [10], which recorded a PSNR of 19.58 and SSIM of 0.57. The VDSR, 
despite being a deep convolution neural network (CNN) for image super-resolution 
applications, frequently fails to reproduce high resolution when dealing with 
complicated tasks like facial hallucination. This is the core drawback of VDSR; a loss 
function that operates at pixel precision does not give weight to realistic reproduction. 
Hence, the images produced will be dimensionally accurate but unsatisfactory to 
observe. However, in our case, we do not face that problem thanks to incorporating 
adversarial learning in our model, as the discriminator makes sure the generator 
predicts not only truthful images but also attractive ones. The incorporation of self-
attention layers in both the generator and the discriminator also helps in this regard, 
as it helps capture global dependencies within the image. The model can constrain 
attention to the important facial areas, increasing PSNR and SSIM. 
Additionally, our results indicate a significant enhancement over CBN 
(Contextualized Block Network) [31], which obtained a PSNR of 18.77 and an SSIM of 
0.54, while our methods achieved suitably higher values. CBN's philosophy, by 
definition, puts learning contextual information as the main aim, which proves 
detrimental in executing face hallucination tasks that require attention to detail. 
However, in the case of CBN, while potentially efficiently retaining contextual 
information all over the image, there are limitations in its performance guaranteed by 
a lack of hierarchical feature fusion and advanced strategies of upsampling. On the 
other hand, our model incorporates this by using a multi-scale feature fusion layer 
that integrates the hierarchical features learned at various levels in the network. 
Coupled with a pixel- shuffling upsampling technique, the generator produces high-



 

 

resolution images containing coarse and fine facial structures, improving PSNR and 
SSIM. In contrast to SRGAN(Super Resolution Generative Adversarial Network) [12], 
a popular GAN based super-resolution model that achieved a PSNR of 20.64 and an 
SSIM of 0.62, our hybrid model performs far better. SPRGAN smartly incorporated 
adversarial training to super-resolved images but has the drawback of training 
instability and lack of detail creation around the eye, nose   and mouth, which happens 
to be a more intricate region for a facade. Tolerance and foresight inherently make 
other models merge advantages from processes while Improving the generation of 
high-resolution images using the RRDBNet model. Employing self-attention layers 
in both the generator and discriminator in our model improves the resolution of 
faces produced, as the self-attending layers can pick critical parts of the face. The 
MobileNetV2 blocks, with their depthwise separable convolutions, owing to the 
efficient integration of deep and shallow features to low-resolution images, also 
contributed to improved performance in the quantitative measures based on PSNR 
and SSIM. 
FSRFC (Fast Super-Resolution by Frequency Domain Convolution) [22] reached a 
PSNR and an SSIM of 23.14 and 0.68, respectively, proving that frequency 
information can aid SR tasks. However, its efficiency is still lacking regarding our 
method. FSRFC employs frequency adjustments to improve image enhancement, 
which has advantages in some areas but is inadequate when the task requires 
servicing components such as face images that require externally defined spatial 
configurations. However, our model implements the combination of spatial and 
frequency domain features through dense residual blocks and self-attention 
mechanisms, making it possible for the model to generate finer and more accurate 
HR facial images. Due to this enhancement, ‘adversarial training’ was introduced 
into the processes, that the combination of spatial and frequency domain learning 
was achieved. Full reconstruction of image faces was obtained, resulting in better 
results than the previous improvement of PSNR and SSIM. 
The results obtained from TDN (Temporal Difference Network) [5] include 22.66 
for PSNR and 0.66 for SSIM. Most significantly, even if TDN is useful for video 
super-resolution tasks because it utilizes temporal information, it will not be so 
good for static image tasks such as face hallucination. On the other hand, our model 
is focused on resolving the spatial challenges of single-image super-resolution, more 
so in the case of facial images, by reconstructing the image in the direction of the 
spatial feature. In the case of static facial images, where the concentration of spatial 
information is necessary, our model proves better than the TDN model because of 
our model’s emphasis on improving spatial information and introducing the’ 
interference fusion of intermediate features’ concept. In addition, the use of inverse 
residual structures of MobileNetV2 in the design of the generator of our model 
allows us to improve control over the increasing of low-resolution images without 
losing and distorting the crucial facial characteristics of an inverse residual block. 
The changes to the performance metrics over different training epochs also speak 
volumes to the model's strength. When trained for 100 epochs, the model recorded a 
PSNR of 26.83 and SSIM of 0.8108, indicating better performance of the two metrics 
with the training. The values of generator and discriminator loss, which were observed 
to drop over a long duration (i.e., generator loss from 0.1343 to 0.0594 gone down), 
also offer evidence of concrete training and one that was efficient. The reduction in 
loss and the improvement in the PSNR and SSIM indicate the model immersion in 
the task of encoding both the local details of the images and the global context 
required for producing high-quality and realistic HR facial images. 
Several important enhancements to the model are responsible for the improvements 



 

 

over other facial image hallucination methods. Including the Residual in Residual 
Dense Block (RRDBNet) improves the feature flow, hence alleviating the problem of 
gradient vanishing and additionally providing the necessary intricate details to aid in 
reconstructing the facial features being studied. Self-attention computations in both the 
generator and the discriminator quicken the process of feature perception on the salient 
parts of the face. The combination of the PixelShuffle and the MobileNetV2 blocks does 
efficient upsampling while preserving resolution quality. Thus, these refinements, 
complemented with feature fusion and enhancements of the discriminators, allowed 
our model to achieve higher PSNR and SSIM metrics scores than current approaches. 

It was found that this MobileNet Enhanced Super-Resolution Generative 
Adversarial Network (ESRGAN with MobileNet) model has the best performance in 
improving the resolution of images. Working on the model by combining RRDBNet 
generator and Enhanced Discriminator. The model can improve the emergence of 
realism with the improvement of the perceptual quality of the image scores in 
parameters like PSNR, SSIM, and LPIPS. The results show that the new face over-
sampling provides substantial improvement when compared to the current face 
hallucination methods where the image quality is poor particularly in complex face 
areas like shadows, and fine features; the model not only vis-à-vis attains better 
resolution and texture of images but too embeds better feature extraction 
technologies with the help of mobilenet which minimizes computing power. The 
further use of the FFHQ dataset fully demonstrates this ability of correct learning. 
In future work, it would be interesting to adapt the proposed approach to other 
datasets and real-world tasks to further boost its applicability in facial recognition 
and other related areas. 
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